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1

Introduction & Literature Review

- Strategic play between carbon emissions, energy sector dynamics, and taxation policy is a critical

environmental and economic challenge (Driscoll et al., 2020; Wu et al., 2022).

- In South Africa, a sector-wide analysis of 18 industrial sectors by Beidari et al. (2017) revealed that the electricity

sector stands out as the most dominant source in terms of both energy and CO2 intensities.
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Introduction & Literature Review

Literature Review: Bilevel Applications
Our study builds upon a robust foundation of hierarchical modeling in environmental policy:

Electricity Pricing

Seminal frameworks established by

Garg et al. (2020) successfully

internalize external emission costs.

Policy Allocations

Emission permit allocations
(Feng et al., 2018)

Energy-water nexus management
(Zhang et al., 2016)

High-polluting emission quotas
(Huang et al., 2020)

Taxation & Strategy

Optimizing static carbon taxes
(Olsen et al., 2018)

Clean production pathways
balancing emission caps with
profitability (Tsai et al., 2018)
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Aims and Objectives

Main Aim

To design an effective and dynamic carbon policy framework that balances environmental and economic goals.

Specific Objectives

- Develop a dynamic bilevel model for carbon taxation.

- Design a specialised Adaptive Genetic Algorithm (GA) to solve it.

- Model the co-evolution between government policy and producer reactions.
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Model Formulation

Assumptions .1
To build our model, we make a few simple, important assumptions.

Stackelberg Game — leader (government)
moves first; followers (producers) respond
optimally.

Energy Sources — classified by carbon
intensity and cost (see table).

Dynamic Policies — tax and subsidy
instruments evolve over time.

Optimistic View — the follower selects the
leader-preferred response when indifferent.

Cat. Examples Emission Cost

HCE Coal High Low

MCE Nat. Gas, Oil Medium Medium

LCE Renewables,
Nuclear

Low/Zero High
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Model Formulation

The Dynamic Bilevel Model (Stackelberg Game)

GOVERNMENT (Leader)

Objective:
Minimize Total Cumulative
Discounted Emissions
Decision:
Optimize Policy Parameter
Vector θτ

ELECTRICITY PRODUCERS
(Followers)

Objective: Maximize Collective
Instantaneous Profit Πt

Decision: Optimize Production
Mix ε(t)

1. sets policy

3. optimal
response evaluated

HCE Sources

High Emissions / Low Cost

MCE Sources

Medium Emissions / Medium Cost

LCE Sources

Low Emissions / High Cost

2. Allocate production across HCE / MCE / LCE sources

7 / 33



Model Formulation

Dynamic Policy Instruments: Tax Functions

HCE Tax τH(t)

Exponential escalation — creates growing pressure

for a phase-out of high-carbon sources.

τH(t; θτ ) = γ1e
α1t + β1εH(t)

2

where γ1, α1, β1 > 0. The exponential term

dominates over time, driving HCE production toward

zero .

MCE Tax τM(t)

Logistic function, scaled by production — manages

the transition of intermediate sources.

τM(t; θτ ) = τmax

(
β2 −

γ2
1 + e−t/α2

)
εM(t)

εmax

where τmax, εmax > 0 and β2, γ2, α2 > 0.
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Model Formulation

Dynamic Policy Instruments: Subsidy & Revenue

LCE Subsidy S(t)

A decaying incentive, strongest when market

penetration is low — supports technology

maturation.

S(t; θτ ) = S0e
−β3t

(
1− εL(t)

εmax

)
where system constant S0 > 0 and parameter β3 > 0.

Tax Revenue TRt

The total tax revenue collected by the government at

time t is the production-weighted sum of taxes.

TRt(τ(t), ε(t)) = εH(t)τH(t) + εM(t)τM(t)

Revenue funds the LCE subsidy under the

revenue-neutrality constraint .
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Model Formulation

The Dynamic Bilevel Optimisation Problem

Leader: min
θτ∈Θ

J(θτ ) =
T∑
t=0

δt
(
rHε

∗
H(t) + rMε∗M(t) + rLε

∗
L(t)

)
s.t. TRt(τ(t), ε

∗(t)) ≥ S(t)ε∗L(t), ∀t ∈ T (revenue-neutrality)

Follower: ε∗(t) solves

max
ε(t)

Πt(τ(t), ε(t)) = P
∑
i

εi (t)−
∑
i

ciεi (t)− TRt(τ(t), ε
∗(t)) + εL(t)S(t)

s.t.
∑

i εi (t) ≤ εmax, εi (t) ≥ 0, i ∈ {H,M, L}

where δ ∈ (0, 1] is the discount factor and rH > rM > rL ≥ 0 are technology-specific emission rates.

The aggregate constraint
∑

i εi (t) ≤ εmax shown above is too loose on its own, it lets, e.g., MCE
production exceed its entire real fleet. Every numerical result in this deck instead uses per-technology
capacity limits 0 ≤ εi (t) ≤ capi for i ∈ {H,M, L}.
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Theoretical Foundations

Core Bilevel Concepts
For the lower-level problem at a given time t and for a fixed policy τ(t) (Schmidt et al., 2023):

Def. 1: Feasible Set

The compact, convex set of feasible
production mixes:

F =
{
ε ∈ R3

+

∣∣∣ ∑
i εi ≤ εmax

}
Def. 2: Rational Reaction Set

The set of optimal lower-level
responses:

R(θτ , t) = argmax
ε∈F

{Πt(τ(t; θτ ), ε)}

Def. 3: Inducible Region

Outcomes achievable by the leader,
respecting the follower’s rational
response:

IR =
{
(θτ , ε)

∣∣ ∃{ε(t)}Tt=0,

ε(t) ∈ R(θτ , t) ∀t
}
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Theoretical Foundations

Assumptions .2: Regularity Conditions
For the problem to be well-posed, we assume:

Compactness. The leader’s parameter space Θ is a non-empty, compact subset of a
finite-dimensional Euclidean space.

Continuity. All objective functions (J, Πt) and constraint functions are continuous on their
respective domains.

Unique Follower Response. For any feasible leader policy θτ ∈ Θ, the follower’s rational reaction
set R(θτ , t) is a singleton for all t.
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Theoretical Foundations

Lemma: Strict Concavity of the Follower’s Problem (Haroon, Ngnotchouye and Tilahun 2026)

Let the leader’s policy parameters be constrained such that β1 > 0, and the condition β2 > γ2 holds. Then for any

t ∈ T, the follower’s profit function Πt is strictly concave with respect to ϵ over the interior of the feasible set F .

Proof

For Πt to be strictly concave, its Hessian matrix must be negative definite. Since the Hessian is
diagonal, this is equivalent to all its diagonal entries being strictly negative.

- The first entry, −6β1ϵH , is strictly negative for any ϵH > 0, as β1 > 0. At the boundary where
ϵH = 0, this term is zero, indicating potential semi-definiteness. However, since the objective
contains a term −β1ϵ

3
H , the function fH(ϵH) is strictly concave for ϵH ≥ 0, which is sufficient for our

purpose.
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Theoretical Foundations

... Continue Proof

- The second entry is strictly negative if β2 >
γ2

1+e−t/α2
. As t ≥ 0, we have 1 < 1 + e−t/α2 ≤ 2,

which implies γ2

2 ≤ γ2

1+e−t/α2
< γ2. Therefore, the sufficient condition β2 > γ2 ensures the term is

strictly negative for all t. - The third entry, −2S0e
−β3t/ϵmax, is strictly negative for all t because all

its constituent constants (S0, β3, ϵmax) are positive. Since all conditions are met, ∇2
ϵϵΠt is negative

definite over the interior of F . Combined with the fact that F is a convex set, the existence of a
unique global maximizer ϵ∗(t) is guaranteed by standard results in convex optimisation.
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Theoretical Foundations

Theorem 1: Follower’s Optimal Response Function (Haroon, Ngnotchouye and Tilahun 2026)

For a given policy τ(t; θτ ), the follower’s unique optimal production mix ε∗(t) solves ∂Πt/∂εi = 0. The
unconstrained optimum for each source:

εucH (t) = max

{
0,

√
P − cH − γ1eα1t

3β1

}

εucM (t) = max

{
0,

εmax(P − cM)

2τmax
[
β2 − γ2/(1 + e−t/α2 )

]}

εucL (t) = max

{
0,

εmax

2

(
1 +

P − cL

S0e−β3t

)}

The constrained optimal response ε∗(t) is the Euclidean projection of εuc (t) onto F = {ε ∈ R3
+ |

∑
i εi ≤ εmax}.
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Theoretical Foundations

Theorem 1: Proof

- For Πt to be strictly concave, its Hessian must be negative definite. Since the Hessian is diagonal,
this reduces to each diagonal entry being strictly negative.

- This ensures the Karush–Kuhn–Tucker (KKT) conditions are both necessary and sufficient for
optimality.

- Due to the separable structure of Πt(ε), the unconstrained first-order conditions yield the
closed-form expressions on the previous slide, with max(0, ·) enforcing non-negativity.

- If
∑

i ε
uc
i > εmax, the optimum lies on the boundary of the capacity simplex. Since the objective is

separable quadratic/cubic and the constraint linear, this is the projection of εuc onto F , solvable
efficiently via a water-filling algorithm.
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Theoretical Foundations

Theorem 2: Energy Transition Dynamics (Haroon, Ngnotchouye and Tilahun 2026)

MCE production is strictly increasing, in the unconstrained regime.

- HCE decline :
dε∗H
dt

= −
α1γ1eα1t

6β1ε∗H(t)
< 0

- MCE growth :
dε∗M
dt

=
γ2εmax(P − cM)e−t/α2

2α2τmax
[
β2(1 + e−t/α2 )− γ2

]2 > 0

-LCE growth :
dε∗L
dt

=
β3εmax(P − cL)e

β3t

2S0
> 0
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Theoretical Foundations

Theorem 2: Evidence from the SA Calibration

The unconstrained MCE response is strictly. bout is
capacity-bound in this calibration

ODP production mix, MCE and LCE grow after HCE
phase-out

- The unconstrained MCE response εucM (t) is strictly increasing, but the realised, capacity-bound production stays flat
at 3,500MW.

- The ODP production mix shows MCE holding steady (at its cap) and gently rising after the HCE phase-out at

t ≈ 16 years.
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Theoretical Foundations

Theorem 3: Finite-Time Phase-Out of HCE Production (Haroon, Ngnotchouye and Tilahun 2026)

Assume the leader selects policy parameters such that α1 > 0 and the initial condition (P − cH) > γ1 holds.
Then there exists a finite critical time, tcrit , after which HCE production ceases entirely: ε∗H(t) = 0 for all
t ≥ tcrit .

tcrit =
1

α1
ln

(
P − cH

γ1

)

This result provides the leader with a direct, deterministic control lever over the phase-out timeline via α1 and γ1.
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Theoretical Foundations

Theorem 3: Proof

- From the HCE response, εucH (t) = 0 when the term inside the square root becomes non-positive.

- The critical time tcrit is where this term equals zero: P − cH − γ1e
α1tcrit = 0.

- Solving: eα1tcrit = (P − cH)/γ1 =⇒ tcrit =
1
α1

ln[(P − cH)/γ1].

- The initial condition (P − cH) > γ1 ensures the log argument exceeds one, so tcrit > 0.

- For all t > tcrit , the exponential term dominates, making the numerator negative, so ε∗H(t) = 0.

The leader controls the phase-out timeline directly via α1 and γ1.
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Adaptive Genetic Algorithm

Solving the Model: Adaptive Genetic Algorithm
Our algorithm’s parameters evolve, just like the policies we are looking for.

Dynamic Crossover Rate (pc)

pc(k) =
pc,0

1 + eλ(k−kmid )

Start: high probability → explore the search space
with big changes.

End: low probability → fine-tune the best
solutions found.

Dynamic Mutation Rate (pm)

pm(k) = pm,0 e
−δk

Start: high chance of mutation → avoids getting
stuck in bad solutions.

End: low chance → protects good solutions from
being destroyed.

Actual decay schedules used in the South Africa run (crossover

probability, mutation probability, mutation strength).
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Case Study

Case Study Context: South Africa
The model is calibrated using parameters reflecting South Africa’s coal-dependent power sector (representative of Eskom’s

generation landscape).

Metric / Parameter HCE (Coal) MCE (Gas) LCE (Renew./Nuclear)

Technology Type Coal-Fired Gas (OCGT) Solar, Wind, Nuclear
Production Cost (ci ) $23.10/MWh $137.50/MWh $165.00/MWh
Capacity Limit 35,000MW 3,500MW 4,300MW
Emission Rate (ri ) 0.95 tCO2/MWh 0.50 tCO2/MWh 0.05 tCO2/MWh

System constants: εmax = 42,800MW · P = $190/MWh · τmax = $40/tCO2 · S0 = $80/MWh · δ = 0.95
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Case Study

Case Study Context: South Africa | Policy Parameter Search Space for the GA

Parameter Search Bounds

α1 (Tax escalation rate) [0.05, 0.15]
β1 (Production penalty coeff.) [0.01, 0.05]
γ1 (Base tax rate, USD/tCO2) [10, 30]
α2 (Transition timescale, yrs) [2, 7]
β2 (Initial tax rate scaler) [0.3, 0.6]
γ2 (Tax decay magnitude) [0.2, 0.4]
β3 (Subsidy decay rate) [0.10, 0.30]

Comparative Baselines

We compare the Optimal Dynamic Policy
(ODP) against:

Optimal Static Policy (OSP) — escalation
parameters fixed at zero

No-Subsidy Policy (NSP) — as OSP, but
S0 = 0

System constants: P = $190/MWh · εmax = 42,800MW · S0 = $80/MWh · δ = 0.95
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Case Study

Case Study Context: South Africa | Policy Scenario Comparison: 7-Runs Recompute

ROBUST: structural result

ODP is the only policy that reliably achieves a full HCE phase-out — 4 of 7-Runs (mean year 15.25). OSP and NSP

achieve phase-out in 0 of 7-Runs.

Scenario Mean Emis. (tons) % Spread vs. ODP Phase-out achieved

ODP 26,459 — 4/7 runs (mean yr 15.25)
OSP 26,566 0.46% (0.09–0.91%) 0/7 runs
NSP 26,566 0.46% (identical to OSP) 0/7 runs
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Case Study

Case Study Context: South Africa | Policy Scenario Comparison: Representative Trajectory

Single representative run. HCE production under the ODP declines to zero around t ≈ 16 years while OSP/NSP stay near

their static ceiling; annual emissions fall correspondingly. The 7-Run statistics on the previous slide are the basis for all

headline claims — this chart illustrates the qualitative pattern.
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Case Study

Case Study Context: Poland | A Second Coal-Dependent Economy
Why Poland: the 5th-highest 2025 coal share of generation among covered economies (51.1%), after South Africa (78.8%), India
(71.2%), Indonesia (61.0%), and China (54.4%).

Structurally comparable to South Africa: as of 2019–2020, Poland lacked domestic gas infrastructure for coal-to-gas switching —
the same no-fuel-switch dispatch context.

Added as an additional scenario-matrix row, not a replacement for South Africa.

Mixed evidentiary standard: every parameter below is tagged Sourced, Derived, or Proxy — none are fabricated. Capacity, market price,
and coal/solar costs are directly sourced; gas cost, per-technology emission rates, and subsidy level rest on shown derivations or proxies.

Parameter Value Status

Capacity (HCE/MCE/LCE) 26.5 / 5.9 / 37.1 GW Sourced
Market price P 115.15USD/MWh Sourced
cH (coal, carbon-excl.) 44.69USD/MWh Sourced
cM (gas, carbon-excl.) 91.98USD/MWh Derived
cL (solar only) 47.42USD/MWh Sourced
S0 (subsidy level) 103.19USD/MWh Proxy
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Case Study

Case Study Context: Poland | Results & a Real Cost-Ordering Inversion

0.63%
ODP margin vs. static

13.0 yrs
HCE phase-out under ODP,

neither static gets there

cL < cM
Solar now cheaper than gas,

even before carbon pricing
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Case Study

Case Study Context: Poland | A Real Finding, Not Smoothed Over

cH ≈ 44.7, cM ≈ 92.0, cL ≈ 47.4USD/MWh — i.e. cL < cM , violating the model’s assumed cost ordering
cH < cM < cL. This reflects a documented 2025 Polish/European phenomenon (unsubsidised solar undercutting gas
SRMC even before carbon pricing), not a data error. Nothing in the follower’s first-order conditions requires the
ordering to hold, so the model runs unmodified — cL is not adjusted upward.

Reported as a single-run, mixed-evidentiary-standard illustration — not a like-for-like replication of South Africa’s
7-Runs comparison.

AGA search bounds inherited unchanged from South Africa (not independently re-tuned); revenue-neutrality penalty
at convergence was larger (16.2M) than for South Africa.

A multi-Run replication with re-tuned bounds, sourced wind LCOE, and technology-level emission rates is left for
future work.
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Algorithmic Performance & Convergence

The proposed Adaptive Genetic Algorithm (AGA)
shows rapid initialization, locating high-quality
policy parameter vectors within the first ∼20
generations.

The convergence curve stabilizes smoothly,
demonstrating the operational validity of the
elitism-preserving operator schedules.
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Conclusion

ROBUST: what the model reliably delivers

Bilevel, dynamic policy design reliably achieves a finite-time HCE phase-out. Static, one-size-fits-all
policies do not, in any tested run.

MODEST: hedged, evidence-proportionate framing

On the emissions-level metric itself, the ODP is competitive with, not dramatically better than, static
policy (a small, run-robust margin, ∼0.46%).

Bilevel optimisation remains a valuable framework for policy design, the leader’s parameters
(α1, γ1, β3, . . .) function as explicit, interpretable control levers for transition speed.
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